
At-a-glance
Founded:  2016

Solutions:  Large-scale networking 
that optimize the performance and 
improve the economics of AI clusters 
and service provider networks

Customers:  Service providers: 
AT&T’s core network, Comcast, KDDI, 
and other global tier-1 operators

AI infrastructures: foundation labs, 
hyperscalers, NeoClouds, and large 
enterprises building production AI 

Raised:  $1B (cashflow positive) 

Business:  >$1B signed orders

Employees:  700+

Company Overview

DriveNets is a leader in large-scale networking solutions for AI 
infrastructures and service providers. The company’s disaggregated, 
network architecture transforms the economics of large-scale 
infrastructures while maximizing performance, utilization, and 
operational efficiency.

DriveNets Network Cloud powers production networks for the world’s 
largest service providers including the vast majority of AT&T’s core, 
along with Comcast, KDDI, and others.

Built on the same software foundation, DriveNets AI Fabric brings that 
same networking scale, performance, and reliability to AI clusters at 
foundation labs, hyperscalers, and NeoClouds. The company’s high-
performance Ethernet fabric solutions maximize GPU utilization and 
accelerate AI cluster deployments through end-to-end optimization 
of the AI stack, resulting in higher tokens-per-second and lower cost-
per-token.

High-performance networks proven 
at scale

AI clusters based on DriveNets’ AI 
Fabric and AMD GPUs optimized 
performance relative to industry-
standard reference results from 
InferenceX benchmark suite.

More about the DriveNets -AMD clusters

Industry-leading 
performance for 
AMD workloads

+12%
Better TTFT Higher 

throughput

+5%

In 2026, DriveNets completed a $410 million Series D financing round, 
reaching $1 billion in total capital raised. DriveNets is now working with 
leading AI vendors such as AMD, Broadcom, and others to tighten 
the integration between networking and compute in multi-vendor AI 
environments, maximizing cluster performance and GPU utilization to 
substantially improve token economics. It is also partnering with Dell, 
Supermicro, and other systems partners on go-to-market activities.

Recently, as part of WhiteFiber’s Project Redwood, DriveNets reached 
another industry milestone, with the first commercial deployment 
of an AI supercluster with long-distance scale-across AI networking 
- connecting two WhiteFiber H200 GPU clusters located 52 miles 
apart into a single logical GPU supercluster, validated at 111.2 Tbps of 
bandwidth with 0.9ms of guaranteed latency.

Delivering the scale and efficiency that 
modern AI workloads demand

https://drivenets.com/resources/drivenets-amd-system-reference-architecture/


DriveNets addresses two fundamental AI infrastructure constraints: GPU clusters operating below peak efficiency 
due to network bottlenecks, and deployment challenges driven by cluster complexity and reliability, particularly in 
multi-vendor environments.

DriveNets’ Ethernet-based AI fabric solutions provide high-performance, ultra-low latency connectivity across 
scale-up (aligned with OCP ESUN & SUE-T standards), scale-out, and scale-across (lossless fabrics spanning up to 
100 km) architectures, as well as front-end and storage connectivity for large-scale AI clusters.

DriveNets AI Fabric - full-stack networking solutions for AI 
infrastructure

Key capabilities include:

1.	 Highest performance AI infrastructure for any GPU - end-to-end performance optimization developed with 
leading AI accelerator vendors, across network interconnects, collective communication libraries, transport 
protocols, NICs, system software, AI frameworks, and orchestration.

2.	 Fast deployment and time-to-first-token – tools and services for cluster orchestration and automation for 
provisioning, management, and performance tuning at scale

3.	 Proven production-scale reliability - based on DriveNets’ service provider experience in some of the world’s 
largest networks, including AT&T, Comcast, and KDDI, DriveNets’-based networks carry trillions of packets daily 
beyond lab-scale benchmarks.

4.	 Designed for AMD workloads - based on deep collaboration with AMD, a validated networking and compute 
blueprint provides the industry leading performance for AMD workloads.

5.	 An open solution - no vendor-lock, any GPU, NIC and optics and standard Ethernet and UEC architecture.

“DriveNets’ AI Fabric was critical to proving that Project Redwood could 
deliver the performance and reliability of a single-site cluster across two 
locations. This milestone shows that geography no longer has to limit the 

scale of the AI infrastructure we build”

Sam Tabar, CEO of WhiteFiber



DriveNets AI Fabric achieves

 5% higher throughput & 12% better TTFT 
compared to the reference results from InferenceX

DriveNets AI Fabric Key Elements
High 
performance

•	 Maximize GPU 
utilization with lossless 
connectivity

•	 Predictable 
performance at scale

•	 Proven across 
enterprise, NeoClouds 
& hyperscale AI 
deployments

Fastest time to 
value

•	 End-to-end cluster 
ownership from 
design to first token

•	 Automated cluster 
bring-up & validation

•	 Full-stack networking 
expertise for AI 
workloads

Openness

•	 Any GPU, NIC, and 
optics - no vendor 
lock-in

•	 Standard Ethernet 
interoperability

•	 UEC-ready 
architecture

Designed for 
AMD Workloads

•	 Validated networking 
& compute blueprint 
for AMD

•	 Industry-leading 
workload performance 
for AMD workloads

•	 Deep collaboration 
with AMD R&D

DriveNets AI Fabric benefits

AI networking & full-stack optimization for AMD clusters
AMD and DriveNets enable builders of AI clusters to deploy high-performance AMD-based AI environments faster 
and with lower risk. Working together, we provide a complete AI infrastructure solution that includes AMD Instinct GPU 
systems and DriveNets networking solutions, spanning scale-up, scale-out, scale-across and frontend & storage 
networking. 

AMD and DriveNets released a validated reference architecture document that provides a comprehensive end-to-
end blueprint for building highest-performance AI infrastructures that support the fastest time to first token (TTFT), 
with a repeatable deployment model. All of which reduce integration and configuration risk and improve total cost 
and end-user experience. 

“AI infrastructure is entering a new era of open, integrated systems 
where compute, networking, and software scale together. AMD and 

DriveNets are committed to scaling AI workloads”
Vamsi Boppana, senior vice president of AI at AMD

DeepSeek R1 FP8 1P2D
Median TTFT (lower is better)

DeepSeek R1 FP8 1P2D
Output token throughput per GPU (higher is better)

InferenceX is SemiAnalysis platform



“We are carrying close to 840 Petabytes of traffic every day on our core 
backbone. Already over 80% of that traffic is running on an open disaggregated 

architecture where the network operating system is DriveNets.”
Yigal Elbaz, SVP Network/CTO at AT&T

Service provider networking

DriveNets Network Cloud is a cloud-native software-based networking solution for service and cloud providers. It 
supports any network use case – from core and aggregation to edge, peering and access with one software solution 
and a choice of standard white boxes. 

•	 Fast innovation: software-based architecture allows for faster feature development and time to market for new 
use cases

•	 Cloud-like operations and automation: disaggregation of hardware and software alongside unification of 
hardware used in different network domains enables infrastructure, service, and operational convergence, which 
drives significant cost reductions, operational simplifications, automation, and enhanced security

•	 No vendor lock: an open ecosystem allows customers to choose the best vendor for their networking ASIC, ODM, 
software, and optics needs, and reduces cost and time to market


